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Motivating Factors for Master Data
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Mistaken Perceptions of Master Data
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• Typical pitches for master data management use platitudes to 
motivate adoption: 
– “Golden record”

– “360° view of the customer”

– “Single source of truth”

• These concepts are somewhat misleading:
– Integration into a single “golden” record implies transformations that 

may be inconsistent with operational use

– MDM, by its very nature, cannot be a “source” except under very 
constrained circumstances

– “Truth,” from a business process and application perspective, is 
malleable

– Dependencies on structure, intent, semantics, and context cannot be 
ignored



The Master Data Environment

• A Master Data Environment provides a set of services 
enabling data consumers with accessibility to a composite 
view of uniquely identifiable entities

• Requirements are solicited from data producers and data 
consumers for providing or using master data: 
– Collecting source information about entities 

– Resolving entity identities

– Indexing entity data

– Establishing connections among source data records associated with 
uniquely identified entities

– Ingesting data from the sources into the master data environment

– Project planning for consuming applications to integrate the 
consumption of master data
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Indexes and Profiles

• A profile is a conceptual 
model capturing shared 
attributes of a composite 
view of a master entity

• An index is a set of methods 
for locating the data that 
makes up the composite 
master view for a unique 
entity

• There will be different 
methods of indexing 
depending on the use cases 
and consumption models
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4 Key Master Index Challenges

• Source synchronization
– Ensuring that the data in the master index are consistent with the data 

from the originating source streams

• Speed of access
– How fast can modifications to source data sets be propagated to the 

master index?

• Enabling a composite view
– Since the concept of “truth” is faulty, what defines the master index 

“record”?

• Right-time identity resolution
– At what points in the process is identity resolution applied?
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What is an “Effective MDM Index”?

• Inclusive data model

• Elimination of duplication

• Consistency in deduplication

• Data validation and standardization

• Synchronization

• Semantic consistency
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Indexes and Consumption Models

• Data centralization

• Unique catalog

• Registration and membership

• Transaction processing

• Operational processing

• Analytical processing

• Hybrid models
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Two Sides of the Same Coin

• Too often the focus is on ingestion, matching, and creation of 
the master repository

• An equal, if not greater effort must be invested in supporting 
the consumption and use of master data

• Consider the use of an index as a means of managing access 
to a shared representation of a unified view of information 
about a a named entity
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Ingestion and Consumption

• The profiles and the indexes are created and updated by ingesting 
data from original sources

• The composite views evolve over time as more data are ingested
• Consuming applications use the indexes to access the composite 

views
• The composite views are materialized by accessing the data via the 

index
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Data Acquisition

• Balance of
– Bulk data ingestion

– Transaction-based acquisition

• Data standardization and 
validation required to ensure 
quality control

• Different business 
applications may interact 
using different methods of 
master data provision

• All acquired entity records 
are subjected to identity 
resolution
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Instantiating the Master Environment

• Given a selected MDM 
platform:
– Populate master metadata 

repository with 
common/shared data element 
concept definitions

– Accumulate master reference 
data

– Instantiate the data models for 
the master domain entity 
profiles

– Instantiate the data models for 
the master domain entity 
indexes

– Instantiate the data models for 
relationships
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Identity Resolution

• Balancing unification and differentiation:
– Unifying a representation of the same entity represented more than 

once using different attribute values

– Differentiating distinct entities represented using the same or similar 
attribute values
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Tuning the Identity Resolution Methods

• Probabilistic matching and linkage algorithms are weighted and 
influenced by frequency statistics of identifying attribute values

– m probability is the probability that an identifier in matching pairs will 
agree

– u probability is the probability that an identifier in two non-matching
records will agree

• Weights are a function of the frequencies and the m and u 
probabilities

• Practically, that means that identifying attributes with greater 
diversity are assigned greater weights than those with less diversity

• Pairs of records that are known to match and pairs of records that 
are known to not match are used as training sets

• Weights can be refined over time by re-running the frequency 
analysis of match/un-match pairs
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Bootstrapping: Bulk Initial Load

• Objectives:
– Identity resolution and record 

linkage of an initial loaded data 
set

– Virtual creations of profile 
records for each uniquely 
identified entity

– Assignment of a unique 
identifier within the master data 
environment

– Instantiation of an indexing 
capability that uses the same 
identity resolution algorithms to 
map to a unique identifier
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Managing the Master Index

• A master index provides the mechanism for searching for an 
entity within the master data environment

• Searches may be performed using
– Known keys (such as PartID, Serial Number, Social Security Number)

– Identifying attributes

• The master index will enable accessibility to master profile 
records
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Consider this example, taken from Timken’s Ball Bearing Catalog:



Syndication of the Master Index

• Definition of syndicate: publish or broadcast simultaneously

• The master index must be “syndicated” in a way that enables 
a consistent and coherent set of views for enterprise 
application consumers

• Some challenges:
– Synchronization of master index updates (cadence of ingestion?)

– Transaction ordering (consistency of concurrent operations)

– Synchronizing publication (release cycle)
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Syndication

• Core master data services 
support a range of business-
oriented interfaces

• Don’t force the creation of a 
separate master silo!

• Publication of master data 
orchestrated via a balance of 
application interoperability 
methods and a rendering 
engine

• Delay decision of “platform” 
until consumption criteria are 
fully understood
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Interoperability Modes

• Interactive Integration
– Direct user interface with the 

master data environment

• Examples:
– Customer support

– Catalog generation

– Integration with eCommerce
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• Application Integration
– Interoperations between 

automated systems

• Examples:
– Batch processing

– Reporting

– Analytics 

• Delivery of the result sets representing the composite view 
must be carefully arranged in relation to the specific 
consumption use case



Consumption Use Cases

• Use Case 1: Business user wants a single record per identity
– The proverbial “golden record”

– Requires selective choice and possible transformation of data element 
values

– Reflects a flattened view of the composite representation

– Good for analytical/reporting applications (JOINs)

• Use Case 2: Business user wants a complete view
– Desire for visibility of the entire scope of data associated with the 

unique entity

– Instead of producing a single record, provide access to all records 
associated with the unique identity

– Presentation must be customized based on consumer’s expectations

• Rendering of result set guided by business rules
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Active Identity Resolution

• Identity resolution matches 
incoming entity data to link 
it directly to existing 
curated data objects

• Static identity resolution is 
applied to batch-processed 
source data

• Transitioning from batch 
identity resolution to active 
identity resolution enables 
master entity 
synchronization across all 
systems of references

• Active identity resolution 
allows real-time integration 
of newly-acquired entity 
records
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Rethinking Master Data Delivery

• Use Case 1:
– The determination of what goes into the “golden record” should not 

be decided by IT

– The materialization of the “golden record” may differ depending on 
the consumption mode

– What is considered “truth” to one user may be less true to the others

– The resulting materialized record may be inconsistent with all 
originating sources

• Use Case 2:
– Different users may have different requirements for the composite 

view

– Differences in record filtering, ordering, and transformation based on 
business requirements
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Master Data Rendering
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• A “Rendering Engine” applies business rules to the 

result set to configure how the results are presented to 

the consuming application

• For Use Case 1, rules can determine the “winner” from 

among the returned records

• For Use Case 2, rules can order the returned records

• Different sets of business rules only affect the 

presentation of data, not the Master Index/Profile

• Rule sets can be published and shared

• Default rules can be provided based on authority of the 

original source 

Physicalized 
Master View

Standard canonical view using canonical object representation

Accesses are forwarded from the logical object to the Master Environment
Accessed data is flowed back to the rendering engine



An Effective MDM Index

• Index + rendering addresses our needs:
– Inclusive virtual data model configured based on consumer’s 

directives

– Elimination of duplication using the enterprise identifiers managed in 
the master index

– Consistency in deduplication facilitated via consumer-directed 
business rules and real-time sourcing from systems of record

– Data validation and standardization applied during the rendering 
process

– Synchronization with source systems because master profile is 
materialized on demand

– Semantic consistency by applying oversight to rendering rules
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Considerations for an Effective Index

• Entity information is scattered across the enterprise 

• Master Data Management intends to provide accessibility to a 
composite view of data about unique entities 

• Different business processes have varying requirements for 
publishing and consuming master data 

• Creating a separate master data silo may be 
counterproductive! 

• Parameters to consider include:
– Business usage scenarios

– Master data consumption models

– Usability criteria

– Expectations for performance 
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Questions & Suggestions

• www.knowledge-integrity.com

• www.dataqualitybook.com

• www.decisionworx.com

• If you have questions, comments, 
or suggestions, please contact me

David Loshin

301-754-6350

loshin@knowledge-integrity.com

© 2017 Knowledge Integrity, Inc loshin@knowledge-integrity.com (301) 754-6350 26

http://www.knowledge-integrity.com
http://www.dataqualitybook.com
http://www.decisionworx.com

